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INTRODUCTION

Constant technological advances are making pervasive com-
puting (Weiser, 1991) a reality. Such advances have been 
enabling the rise of devices increasingly smaller, with larger 
storage space, novel wireless interfaces, and lower battery 
consumption. These innovative technologies are contributing 
to the emergence of a new sort of personal portable device, 
as well as a large number of sensors and actuators. Sensors 
and actuators are embedded into objects spread across the 
environment, while portable devices quietly inform such en-
vironments how users wish to interact with them. Therefore, 
personal mobile devices stand out currently as the interface 
between people and smart spaces.

A basic requirement in the context of pervasive comput-
ing is to allow users to access services seamlessly as they 
move across environments. This requirement demands 
from the underlying infrastructure the ability to transfer 
user sessions among access points (handoff), which is a 
well-known concern in the context of pervasive computing 
(Cui, Nahrstedt, & Xu, 2004; Banerjee, Das, & Acharya, 
2005). Nevertheless, the effective delivery of services in 
smart spaces requires conceiving mechanisms for handling 
localized scalability, availability, and redundancy of services; 
load balancing among providers; and on-demand content 
transformation for different devices (Satyanarayanan, 2001; 
Raatikainen, Christensen, & Nakajima, 2002; Raman et al., 
2002), henceforth QoS issues. These requirements rise as 
fundamental for promoting transparency and invisibility to 
the service usage, as well as delivering some level of QoS 
and optimized resource utilization (Kalasapur, Kumar, & 
Shirazi, 2006).

Currently, there are still no efforts for conceiving solutions 
to provide ubiquitous access and seamless usage of services 
while taking into account QoS issues. In this context, we define 
the dynamic provision of services as a set of requirements 
relevant to the seamless provision of services for mobile 
users plus mechanisms for dealing with QoS issues.

In this article we define and present the basis of our work 
about dynamical services provisioning for mobile users in 

smart spaces. We present an overview about our envisioned 
service provision infrastructure, as well as the main research 
challenges related to it. Finally, we discuss issues related 
to the current state of our research and point out research 
directions in this field.

BACKGROUND

The interaction between users’ devices and smart spaces 
occurs primarily through services advertised in those en-
vironments. The service-oriented paradigm (Papazoglou 
& Georgakopoulos, 2003) is especially suitable due to the 
dynamics of smart spaces, where resources may exist any-
where and applications running on mobile devices must be 
able to find out and use them at runtime.

In the context of smart spaces, user mobility is the main 
cause of such disturbances, but other factors may also cause 
temporary unavailability or degradation of services, for ex-
ample, crash failures in the service providers, temporary net-
work congestion, or peaks of overload on service providers. 
Smart spaces are primarily service-oriented environments, 
where part of the application logic is at the client side (e.g., 
in the form of helper applications for user profiles) and part 
at the server side (e.g., in the form of services offering some 
extra features for the users). When losing network connec-
tion, client applications also lose part of their capabilities, 
which are deployed as services in these environments. This 
scenario illustrates the first requirement of the applications 
aimed at smart spaces: the ability to switch between con-
nected and disconnected modes. Applications and service 
implementations may utilize this connectionless period for 
performing some sort of preparation for when the connectiv-
ity is reestablished (Sairamesh, Goh, Stanoi, Padmanabhan, 
& Li, 2004).

When able to cope with off-line operations, both ap-
plications and the underlying infrastructure need to provide 
means for bringing transparency to the service usage, even 
when users move across access points. Sessions specify 
which client is using which services in a given access point. 
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When users move across access points, sessions need to 
be transferred between them, service providers need to be 
contacted, and the use of services needs to be reestablished 
from the point at which they were interrupted due to the 
change of location (handoff).

Currently there are several alternatives for dealing with 
application mobility, such as mobile IP (in short MIP), 
hierarchical MIP, cellular IP, teleMIP, and dynamic mobile 
agent (Saha, Mukherjee, Misra, Chakraborty, & Subhash, 
2004). All these alternatives are suitable for IP-based ap-
plications and are embedded in the transport layer of the IP 
protocol stack. The major issue of these solutions is their 
unsuitability for dealing with real-time traffic management 
(Saha et al., 2004). In the context of smart spaces, this is an 
important limitation since these environments have many 
multimedia services, such as video and/or audio streaming 
services. New mechanisms need to be developed for provid-
ing multimedia services for mobile users (Cui et al., 2004; 
Banerjee et al., 2005).

Nevertheless, a great many issues may affect the quality 
of the provided service, such as adaptability to changes in the 
execution and communication environments, efficient use of 
communication resources, and high availability and stringent 
fault-tolerance (Raatikainen et al., 2002). The requirements 
for data accessed by these applications are quite similar. The 
underlying infrastructure must provide consistent, efficiently 
accessible, reliable, and a highly available information base 
(Raatikainen et al., 2002).

Presently, there are many approaches to deal with QoS 
issues in the context of smart spaces (Kumar & Song, 2005; 

Panagiotakis et al., 2003; Hingne, Joshi, Finin, Kargupta, 
& Houstis, 2003). However, current efforts focus on the 
implementation of mechanisms for only coping with QoS 
issues in isolation, that is, they do not provide any support 
for handoff. In the same manner, current solutions for deal-
ing with handoff focus only on the handoff mechanisms 
and neglect other aspects that also impact the quality of the 
provided services.

The fact that distinct solutions regarding handoff manage-
ment and QoS assurance for service provision are available 
does not imply that it is possible to aggregate these two 
features into one unique solution. Bridging two distinct 
solutions may be prohibitively burdensome, may introduce 
bugs and/or restrict interaction between the two software 
modules, and after that may also perform poorly because 
the two software modules were not designed for working 
together. Therefore, designing and implementing infrastruc-
tures able to not only deal with handoff, but also capable 
of delivering extra levels of QoS, is certainly the next step 
towards conceiving service provision infrastructures that 
better approximate from the pervasive computing principle 
of invisibility (Satyanarayanan, 2001).

DYNAMIC PROVISION OF SERVICES

We define dynamic provision of services as a set of re-
quirements relevant to the seamless provision of services 
for mobile users plus mechanisms for dealing with QoS 
issues. The goal is to conceive an infrastructure for dealing 

Figure 1. Conceptual infrastructure for dynamic provision of services
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with both handoff management and availability issues of 
computational resources at the server side. In the next sec-
tions we present a conceptual architecture of our envisioned 
infrastructure, along with some discussions regarding open 
issues and challenging aspects of our work.

Infrastructure Overview

In Figure 1 we present the conceptual architecture of our 
vision of a dynamic service provision infrastructure.

Client applications interact with the service provision in-
frastructure through a front end service. The front end service 
publishes an interface through which client applications can 
search/select/use services, and specifies QoS constraints of 
the required services. In Table 1 we briefly depict the QoS 
features we intend to address.

The front end service is also responsible for the authentica-
tion/authorization of the users. During this process, the front 
end service can also obtain information pertinent to eventual 
opened sessions and may use this information to execute part 
of the handoff procedure. Other relevant information can also 
be gathered during the authentication/authorization process, 
such as client profiles and device features (e.g., memory, 
CPU speed, display size/colors, and network technology). 
Some kind of network evaluation process can be coupled 
with the data exchange of the authentication/authorization 
process, so that instantaneous information regarding delay, 
bandwidth, and jitter may be identified in advance. This 
information, along with user profiles, device features, and 
defined QoS constraints, is used for applying on-demand 
data transformations, making the service usage as close as 
possible to clients expectations.

All complexities behind locating and controlling QoS 
parameters are tasks of the front end service and remain 
modules of the infrastructure. The front end service queries 
the service registry about the existence of providers for the 
needed services. The service registry can return a service 
handle or an error message. The error message can assume 
two meanings: there is no provider for a needed service or 
QoS constraints cannot be assured. Since a service handle 
is returned, the front end service uses it for contacting the 
service provider.

The access to service providers is mediated by a service 
access layer. The role of this layer is managing computational 
resources (essentially sets of computers), allocating and free-
ing them as the current workloads demand and/or permit. The 
service access layer also controls service instances, creating 
and destroying them dynamically according to the demand 
of such services and availability of computational resources. 
Therefore, the service access layer is also responsible to 
distribute workload among service providers.

In order to accept client requests, the service access layer 
must negotiate with the data access layer access to needed 
data according to client-defined QoS constraints. Just like 
the service access layer, the data access layer arbitrates 
and manages the access to data providers. It must control 
workload balancing among data providers and manage data 
copying/moving among providers. New resources can be 
allocated or freed as the current load conditions demand 
and/or permit.

The service state manager is only a symbolic entity. 
It denotes the need of providing means for reestablishing 
services interrupted due to user mobility. For instance, most 
RPC-based applications can be handled in a mobile envi-

Feature Expected Behavior

Seamless handoff 
scheme for 
both kinds of 
applications

When moving across access points, users consuming both RPC 
and stream-based services will not experience interruptions at 
service usage, of course, only if users experience short times of 
disconnection.

Data throughput
Data throughput is granted, through resource reservations, for 
different kinds of data transfer, such as streamed video or file 
transfers.

Availability of data 
and services

We achieve better availability of services and data through 
redundancy, performed by the service and data access layers. 

Dynamic content 
adaptation

Data transformation is performed on-demand in order to 
accomplish both static and dynamic requirements. For instance, 
the data throughput requirement may trigger a content 
adaptation process according to current network conditions.

Policies for data 
delivery

Users may specify which policies the underlying infrastructure 
must assume when necessary. For instance, users may wish to 
automatically reduce streamed video quality if the network gets 
congested instead of experiencing freezing in playback.

Table 1. QoS features
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ronment through transport layer solutions, such as MIP. In 
this case, the “service state manager” can be mapped into 
the network elements required by MIP. On the other hand, 
stream-based services require some kind of collaborative 
cache scheme, where local buffers in the client side work 
together with cached data in the server side in order to deliver 
transparency to the handoff process.

The last major role of our infrastructure is the on-demand 
content adaptation. Client devices may drastically range 
in aspects such as processing power, storage space, user 
interface, and network connectivity, among others. These 
are some examples of static features that require some 
level of personalized content adaptation. Moreover, some 
dynamic features, such as network congestions, also demand 
personalized content. Dealing with such distinct constraints, 
both static and dynamic, requires delivering content using 
protocols and data formats best suited for each kind of device, 
according to their specific constraints and needs.

Technical Issues

A number of issues are identified in the context of the dis-
cussed infrastructure. Below we discuss some of them.

¶ 	 QoS Constraints: Modeling user behaviors, compu-
tational resources, and expressing QoS constraints is 
yet an open issue in our work. Alternatives range from 
mathematical models, using matrixes and systems of 
equations (Sauvé et al., 2006), to queue systems along 
with simulation tools (Urgaonkar, Pacifici, Shenoy, 
Spreitzer, & Tantawi, 2005).

¶ 	 Security: Normally, mobile devices are not shared 
among different users, and this property is used for 
recognizing users based on their portable devices. 
This authentication proceeding could raise problems, 
for example in the case of device thefts (Tatli, Stege-
mann, & Lucks, 2005). Security issues also cover data 
propagation over wireless medium (Grosche & Knospe, 
2002) and authorization/authentication procedures in 
order to avoid opening the system ports for untrusted 
parts.

¶ 	 Creating and Destroying Service Instances On De-
mand: Managing service instances can be split into two 
problems: how to develop services and how to monitor 
them. These problems create a set of questions that must 
be answered, such as: What are the requirements for 
writing services? What are their limitations? How do 
we deal with different underlying architectures? Does 
the service middleware have expressiveness enough 
for addressing different kinds of applications? What 
is the impact of the monitoring protocol over resource 
utilization? How do we estimate threshold values? 
Are static triggers enough? What happens with client 
requests interrupted due to server failures?

¶ 	 Access Layers: Access layers encapsulate the access 
to sets of computational resources, acting as both re-
source schedulers and monitors of current demand vs. 
remaining computational power. If they are centralized 
entities, they become single points of failures, and if 
they fail, the access to all computational resources is 
lost. On the other hand, how do we contact them if 
they are distributed entities? What are the drawbacks 
of using hardcoded references? These remarks are also 
applicable to the front end service, which has the same 
properties as the access layers.

¶ 	 Distributed Databanks: Conceiving distributed da-
tabanks is not a novel issue but is still a challenging 
task. Challenging issues include: data fragmentation 
and distribution, query processing and optimization, 
distributed concurrency control, reliability and commit 
protocols, and replicated data management. Techniques 
and algorithms for managing replicated data is also a 
concern, such as dealing with clocks, deadlock detec-
tion, and mutual exclusion.

¶ 	 Different Handoff Schemes: User mobility may mani-
fest itself in different faces and thus different kinds 
of handoffs. For instance, host-level (both user and 
device move) and user-level (only the user moves) 
handoffs concern how to identify the occurrence of 
handoff. Horizontal (handoff without changing in the 
underlying network technology) and vertical (handoff 
with changing in the underlying network technology) 
handoffs concern eventual changes in the underlying 
network technology. Providing transparency to the 
service usage requires definition of which kinds of 
mobility the underlying infrastructure will support.

¶ 	 Dynamic Content Adaptation: Developing mechanisms 
for delivering personalized content for different kinds 
of applications½that is, different data formats½is 
an important open issue. On-demand data transfor-
mation may require considerable processing power, 
which implies distributed computation. This can be 
a challenging task since not all data formats can be 
processed in a parallel fashion (e.g., video rendering). 
Dynamic content adaptation may also require stringent 
integration with other software modules. For instance, 
when consuming streamed data, a cache adjustment 
may be necessary for hiding the extra time used for 
transforming data.

FUTURE TRENDS

The idea of dynamic service provision is still in its early days, 
and there is a lot of work still needed to implement a software 
infrastructure to promote such a scenario. The definition of 
which QoS parameters must be added or removed to the ones 
presented before is still source of discussion.
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Since the requirements are well bounded, the next steps 

include directing efforts towards the issues depicted in the 
previous section. Only when we have a complete knowledge 
of the mechanisms we need for solving these issues will we 
be able to design and implement a prototype system.

CONCLUSION

In this article we presented our vision of a dynamic service 
provision infrastructure aimed at users of mobile devices. 
A high-level overview of our envisioned infrastructure was 
presented, including depiction and discussion of its major 
modules. We presented the main open issues and challeng-
ing tasks regarding the implementation of the introduced 
infrastructure.

We believe that the major contribution of this work is to 
make available a first discussion about all issues related to 
the subject. Our first efforts to specify such infrastructure, 
and the related open issues and challenging tasks, can serve 
as guidelines for research groups planning to propose new 
solutions in this field.
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KEY TERMS

Helper Application: Small software deployed on re-
source-constrained devices. Helper applications implement 
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only small sets of functionalities. They combine resources 
of other computers (e.g., advertised as services) to provide 
more powerful functionalities.

Portable/Mobile Device: Any low-sized device used to 
interact with other small devices and resources from smart 
spaces. Examples of portable/mobile devices are cellular 
phones, smart phones, PDAs, notebooks, and tablet PCs.

Proxy: A network entity that acts on behalf of another 
entity. Proxies’ roles vary since data relays to the provision of 
value-added services, such as on-demand data adaptation.

Real-Time Traffic: Any data flow with stringent restric-
tions of throughput, such as maximum delay and jitter, and 
minimum bandwidth. Examples of real-time traffic are video 
broadcast or audio streaming.

Service-Oriented Computing (SOC): Distributed 
computing paradigm whose building blocks are distributed 
services. SOC stands out as the effective choice for advertis-
ing services to mobile devices in smart spaces.

User Profile: Set of information regarding user prefer-
ences when interacting with computational systems. Pos-
sible information of a profile of smart space users includes 
commonly used services and QoS constraints for such 
services.

Workload: Abstract notation for expressing the amount 
of work being performed by computational resources. 
Workloads indicate, for example, the number of requests 
being served by a certain host at a certain moment, which 
peripherals they are using, and how much CPU and memory 
they demand.


