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INTRODUCTION

The fast development on microelectronics has promoted 
the increase on the computational power of hardware 
components. On the other hand, we are facing a signiýcant 
improvement on energy consumption as well as the reduction 
of the physical size of such components. These improvements 
and the emergence of wireless networking technologies are 
enabling the development of small and powered mobile de-
vices. Due to this scenario, the so-called pervasive computing 
paradigm, introduced by Mark Weiser in 1991 (Weiser, 1991) 
is becoming a reality. Such a paradigm envisions a world 
where environments are inhabited by computing devices, 
all of them seamlessly integrated into peoples’ lives, and 
effectively helping to carry on their daily tasks.

Among others, one major characteristic of Weiser’s vision 
is that each device in an environment becomes a potential 
client or provider of resources. Not surprisingly, pervasive 
computing environments are becoming dynamic repositories 
of computational resources, all of them available to mobile 
users from the palm of their hands. However, devices can 
unpredictably join and leave such environments. Thus, re-
sources can be dynamically made available or unavailable. 
Such a scenario has a great impact on the way that resources 
are found and used. In the case of static environments, such 
as the Web, it is reasonable to look up and access resources, 

such as Web pages, knowing the address of their providers 
beforehand. On the other hand, for dynamic environments, 
such as the pervasive computing ones, this is not a reasonable 
approach. This is due to the fact that one cannot guarantee 
that the provider of a resource will be available at any mo-
ment, because it may have left the environment or simply 
turned off. A better approach would be to discover these 
resources based on their descriptions, or any other feature 
that does not require the client to know the speciýc address 
of their providers.

To this end, some of the current pervasive computing 
solutions, like Wings (Loureiro, Bublitz, Oliveira, Barbosa, 
Perkusich, Almeida, & Ferreira, 2006), Green (Sivaharan, 
Blair, & Coulson, 2005), RUNES (Costa, Coulson, Mas-
colo, Picco, & Zachariadis, 2005), and Scooby (Robinson, 
Wakeman, & Owen, 2004), are making use of a novel 
approach from the branch of distributed applications, the 
service-oriented computing paradigm (Papazoglou, 2003; 
Huhns & Singh, 2005). This is due to the fact that such a 
paradigm provides a crucial element for pervasive comput-
ing systems, the ability for dynamically binding to remote 
resources (Bellur & Narenda, 2005), which enables mobile 
devices to ýnd needed services on demand.

However, pervasive environments may be structured 
in different ways. They can range from wired networks to 
completely wireless ones, where communication among the 
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devices is performed in an ad hoc way. Such a characteristic 
indicates that the way services are provisioned in a pervasive 
computing environment should ýt in its organization, in order 
to enhance the access to the services available.

Considering the above discussion, in this article we 
provide a review on service provision and its applicability 
in pervasive computing. More precisely, we will list the 
existing service provision approaches and discuss the char-
acteristics and problems associated with each one, as well as 
their usage in pervasive computing environments. We start 
by providing introductory concepts of service-oriented and 
pervasive computing, respectively in the service-oriented 
computing and pervasive computing sections. Next, we pres-
ent the service provision techniques available and how they 
can be applied for pervasive computing environments. The 
main current solutions within this scope will be introduced 
in the service oriented technologies section. Some of the 
future trends associated with research for service provision 
in pervasive computing environments will be presented in 
the future research trends section. Finally, in the conclusions 
section we present the conclusions of this article. 

SERVICE-ORIENTED COMPUTING

The service-oriented computing (SOC) paradigm has 
been considered as the next step in distributed computing 
(Papazoglou, 2003). In a general way, this paradigm can 
be viewed as the development of applications through the 
runtime integration of software pieces named of services 
(McGovern, Tyagi, Stevens, & Mathew, 2003). In this pro-
cess, three elements are involved: deýning what is known 
as a service-oriented architecture (SOA), a service client, 
a service provider, and a service registry. The former is 
the one who whishes to use a service. Conversely, service 
providers are those which offer services for potential clients. 

Finally, the service registry is where providers advertise or 
announce their services (through service advertisements), 
enabling clients to dynamically discover them. By dynamic, 
we mean that clients are capable of discovering services at 
runtime, thus providing a high degree of þexibility for ap-
plications. Once clients have discovered a service, they are 
able to bind to it; that is, to create a link with the service, 
in order to use it (through a proxy to the real service). This 
process of advertising, discovering, binding, and using a 
service is illustrated in Figure 1.

In open environments, the dynamic discovery of services 
implies that they can be used by heterogeneous clients. 
Within this scope, heterogeneity is concerned with features 
like the operating system running in each client and the 
hardware platform it has been built on. As a consequence 
of such heterogeneity, for enabling an application to þexibly 
integrate services, they should present the following features 
(Papazoglou, 2003):

•	 Loose Coupling: A service must not require from the 
clients any knowledge about its internal implementa-
tion.

•	 Implementation Neutrality: The usage of services 
must not rely on any speciýc programming language, 
operating system, or hardware platform. 

•	 Dynamically Discoverable: Services should be dis-
covered at runtime.

PERVASIVE COMPUTING

The ýeld of pervasive computing has its origins at the Xe-
rox Palo Alto Research Center. The pioneer work that has 
been led there has culminated in the novel article of Mark 
Weiser in 1991 (Weiser, 1991), where he describes the ýst 
ideas of pervasive computing. Weiser’s vision is at the same 
time revolutionary and simple: a world where computing is 
embedded in everyday objects, like cars, televisions, and air 
conditionings, all seamlessly integrated into our lives and 
performing tasks for us (Turban, Rainer, & Potter, 2005). 
When Weiser talked about seamless integration, he meant 
that applications running in these objects should act proac-
tively on our behalf. They should, for example, present us 
with relevant information, based on what we want/need and 
the resources (e.g., a printer) available in the environment 
we are immersed.

SERVICE PROVISION APPROACHES 
IN PERVASIVE COMPUTING

When provisioning services in a pervasive environment, 
one aspect to be considered is the way it is organized; that 

Figure 1. General view of a service-oriented architecture
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is, whether the environment is based on a wired network 
infrastructure, whether it is formed in an ad hoc way, or 
both. This is necessary for dealing with the particularities 
of each environment, and within this scope, we can say that 
there are two major ways of performing service provision 
(Nickull, 2005): the push-based and the pull-based approach. 
In the next sections we will outline each of these approaches 
as well as describe how they ýt into pervasive computing 
environments.

Push-Based Service Provision 

In this approach, a provider advertises its services directly to 
potential clients. In other words, it sends service advertise-
ments to all network hosts, either they are interested on the 
service or not. Such advertisements, when received by a host, 
will be kept in a local service registry. Therefore, once a client 
wants to discover some service, it will then look up in such 
a registry for the services that match its needs. An example 
of the push-based service provision is illustrated in Figure 
2. Note that the provider, host A, sends the advertisement 
of a service directly to hosts B and C, as illustrated in Step 
1. When this advertisement is received, it will be stored on 
a local service registry at each host (Step 2). Then, once a 
host, in our example host C, wants to discover a service, it 
then inquires this registry, as illustrated in Step 3. Finally, 
considering that a relevant service has been found, it is pos-
sible to ask its provider (host A) for a proxy to the service 
(Step 4), enabling host C to use it.

Using this approach, one major problem to be pointed 
out is about the validity of the service advertisements. It is 
concerned with the fact that a service provider can leave the 
network, but the advertisements associated with its services 
can still be available. One approach which could be used for 
solving this problem is to require the provider to explicitly 
notify the network hosts about its leaving, and consequently 
its services will be no longer available. The problem is that it 
is not always possible to do that. For example, if the provider 
is a mobile device, it may be suddenly run out of energy. To 
deal with this, providers could be aware of the energy level 
of the device, in order to notify the network hosts that within 
some minutes it may not be accessible anymore. However, 
other factors can be involved in the leaving of a provider 
from the network. It can be just turned off by its user, or 
leave the network coverage area. Keeping track of all these 
factors is a task that certainly overloads the provider. A more 
reasonable solution would be requiring both providers and 
clients to cooperate for renewing the service advertisement. 
Therefore, as long as the advertisements are renewed, it is 
possible, but not guaranteed, that the service is available. 
On the other hand, when the advertisement has not been 
renewed within a time interval, then the service is probable, 
but also not guaranteed, to be unavailable, either because 
its provider has left the network or because the service has 
been unadvertised. 

One interesting point to notice is that the push-based 
service provision does not require any physical infrastructure. 
This means that such an approach is well suited in decen-

Figure 2. Example of a push-based service provision




